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Abstract. Non-rigid registration of a pair of images depends on the
generation of a dense deformation field across one of the images. Such
deformation fields can be represented by the deformation of a set of
knotpoints, interpolated to produce the continuous deformation field.
This paper addresses the question of how best to choose the knotpoints
of such a representation based on all of the available image information.
These knotpoints are not landmarks, they can be positioned anywhere in
the images, and do not necessarily correspond to any image feature. We
use an iterative, data-driven algorithm for the selection of knotpoints,
and a novel spline that interpolates smoothly between knotpoints. The
algorithm produces a low-dimensional representation of the deformation
field that can be successively refined in a multi-resolution manner. We
demonstrate the properties of the algorithm on sets of 2D images and
discuss the extension of the algorithm to 3D data.

1

Introduction

Non-rigid registration algorithms deform a dense set of pixels or voxels in an
image so that structures in one image can be more easily matched with those
in another, reference image. Such algorithms are particularly useful for medical
images, since they enable tasks as diverse as the correction for patient motion
(e.g., [15]), the integration of multi-modal (e.g., MR, PET and CT) images for
either a single patient or multiple patients [17], and automated segmentation via
registration onto an anatomical atlas [6].
The registration of a pair of images is described in terms of a deformation
field, which encodes information about the variability of structures in the images.
Typically, non-rigid registration algorithms represent the deformation field using splines [11, 14, 15], variational methods [4], or physical models such as elastic
matching [6] or fluid flow [3]. Whatever the method of representing the deformation field, the algorithms all attempt to optimise some similarity measure that
evaluates the degree to which two images match by varying the model parameters that control the deformation field. Common similarity measures include
voxel intensity measures such as sum-squared difference and statistical measures
such as Mutual Information [9, 17] and the correlation ratio [12]. The benefits
of the last two are that they enable the registration of images obtained using
different imaging modalities.
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Of particular relevance to the work described in this paper are the FreeForm Deformations (FFD) used by Rueckert et al. [15, 16, 7] and Rohlfing and
Maurer [13], which are based on B splines, and methods based on thin-plate
splines, such as Rohr et al. [14] and Meyer et al. [11].
Free-form deformations are based on smoothing (as opposed to interpolating)
splines, whose control points lie on a regular grid. Implementations can involve a
sequence of global coarse to fine grids [15], refinement over a regular region [13],
or simulating a non-uniform control point distribution using data-driven methods [16]. However, in all these cases, control points are still constrained to the
nodes of some regular lattice, which means that useful registration points that
lie between nodes may be missed. B splines are local functions, and ensuring
local consistency at the edges of the refined section of the grid, or between grids
at different resolutions, is non-trivial and requires a computationally expensive
algorithm such as the Oslo algorithm [5].
Methods based on thin-plate splines are inspired by work on morphometrics,
see for example [2]. In [11] a thin-plate spline is used to interpolate between
the knotpoints, which are placed on both images by hand and then optimised
to improve the mapping. Rohr [14] adapts the method in two ways, first by
amending the thin-plate spline to be a smoothing rather than interpolating spline
so that the curve does not need to go exactly through the knotpoints, and second
by producing a ‘semi-automatic’ method of selecting landmarks (a similar ‘semiautomatic’ method using B splines is described in [7]), both methods rely on
user-selected landmark positions. We contend that the thin-plate spline is not
ideal for the task of warp interpolation. The spline is only asymptotically flat,
and positions that are between knotpoints may be forced to move significantly
further than the knotpoints. This is demonstrated in Figs. 1 and 2 in section 2.
This paper introduces a novel method of pairwise non-rigid registration that
focusses particularly on a data-driven method of selecting knotpoints for both
the initialisation of the algorithm and to iteratively increase the resolution of
the registration. Selecting knotpoints based on the information in the images
means that the dimensionality of the representation is kept low, as knotpoints
are only placed where they are needed – in particular, features such as the
background, which do not change, will tend not to get knots and are therefore
not actively warped. The clamped-plate spline (CPS), introduced in [10] and
described in more detail in section 2, is used to interpolate the warp between
knotpoints. The CPS deals efficiently with additional knotpoints added during
subsequent iterations of the algorithm and has strong boundary conditions. The
interpolation between knotpoints is smooth, and decreases with distance from
the knotpoints (see Fig. 2).
We consider a variety of methods of choosing new knotpoints; those based
on information in only the reference image (e.g., image features such as edges
or corners) and those that use information from both images, in particular,
discrepancies in the objective function. We compare the results of using these
methods with the naı̈ve approach of putting a lattice of knotpoints across the
image, both in terms of computational efficiency and in terms of the quality of

the registration produced, using images of axial and coronal slices of the human
head. In this paper the example images are all two-dimensional, since it is much
simpler and faster to run the experiments on 2D images. Furthermore, it is easier
to investigate the basic properties and the results of using the algorithm in 2D.
Extending the method to 3D is relatively simple, it involves no new conceptual
steps, and the particular spline basis used is readily extensible to 3D – this is
given in the paper.
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The Interpolating Clamped-Plate Spline

We consider a vector-valued spline function f (x), x ∈ Rn that interpolates
between data values at a set of knotpoints {xi : i = 1 to N }, where f (xi ) = f i .
We restrict ourselves to the class of interpolating splines, which can be expressed
as the minimiser of a functional Lagrangian of the form:
Z
N
X
2
E [f ] = dx kLf (x)k +
λi (f (xi ) − f i ) ,
(1)
i=1

Rn

where L is some scalar differential operator. The first term in the Lagrangian is
the smoothing term; the second term with the Lagrange multipliers {λi } ensures
that the spline defined by the functional minimisation exactly fits the data at
the knotpoints. The general solution of this is of the form:
N
X
f (x) = g(x) +
αi G(x, xi ),
(2)
where:

i=1

the affine function g is a solution of: Lg(x) = 0,
¡
¢
the Green’s function G is a solution of: L† L G(x, y) ∝ δ(x − y),

(3)
(4)

and L† is the Lagrange dual of L. The choice of operator L and boundary conditions then define a particular spline basis – for example, if L is the biharmonic
differential operator L = −4 = −∇2 then the first term of equation (1) is
the approximate Willmore energy (i.e., the thinplate bending energy) of the
displacement fields. In this case the Green’s function:
GT P S (x, y) = −|x − y|2 log |x − y|2
(5)
produces the thin-plate spline interpolant. An alternative Green’s function is the
polyharmonic clamped-plate [1], which satisfies both Dirichlet and von Neumann
boundary conditions, so that the function is identically zero on and outside the
unit ball in n dimensions. The clamped-plate Green’s function is defined for all
operators L† L = (−∇2 )m and dimensionalities n, but in particular we give the
biharmonic operator in 2 dimensions (G22 ) and the triharmonic operator in 3
dimensions (G33 ); for further details see [18]:
¡
¢
p
G22 (x, y) = kx − yk2 12 (A2 − 1) − log A 
|x|2 |y|2 − 2x · y + 1
A(x, y) =
.
¢
¡

kx − yk
G33 (x, y) = kx − yk A + A1 − 2
(6)
The differences between the thin-plate (TPS) and clamped-plate (CPS) splines
for interpolation of deformations can be clearly seen in Figs. 1 and 2. The warp
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Fig. 1. Left: Grid with initial (grey) and final (black)
knotpoint positions. Middle: TPS interpolated warp.
Right: CPS interpolated warp, showing the bounding
unit circle.
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Fig. 2. Displacement (TPS grey,
CPS black) as a function of the
mean distance to knotpoints for
the warp shown in Fig. 1.

is interpolated from the movement of a small number of knotpoints, where in
this example the displacements are chosen so that the affine part of the TPS
warp is identically zero. The TPS warps the entire grid because it has weak
boundary conditions – the Green’s function (equation 5) decays logarithmically,
and hence the warp is only asymptotically flat – by contrast the CPS only warps
that part of the grid inside the unit circle. Fig. 2 shows the displacement of
sample points against their mean distance from the set of knotpoints, for a set
of random knotpoint displacements. It can be seen that the CPS interpolant is
more localised, with the interpolated displacements of sample points decaying
as the distance from the knotpoints increases.
2.1 Using the CPS for Image Registration
Given a set of knotpoints defined on an image, and their displacements, the
CPS interpolates this warp in a smooth and localised fashion across the whole
image. The local property of the CPS means that adjusting the displacement of
a given knotpoint tends to effect only regions in the vicinity of that knotpoint,
leaving unaffected possibly good registrations of other areas of the image. This
property will be seen to be important when we consider the optimisation of
knotpoint displacements. The original knotpoint positions are defined on the
reference image of a pair, and the final positions on the second (free) image. These
knotpoints, and the warp that they generate, then define a dense correspondence
between the pair of images.
Notation We consider an image I to be a scalar-valued function defined on
some dense point set X0 . Initially, these points will be a regular grid (the set
of pixel or voxel centres). By interpolation we can extend such an image to be
continuously defined within the hull of X0 ; we can also extrapolate, defining
values of I outside this hull as either the background value or the median value
of I(X0 ), as appropriate.
After applying a warping function h : X0 → Xh = h(X0 ) to the grid, where
the warp could be a general affine warp g, a CPS warp f , or some composition
of the two, h = f ◦ g, the warped grid is then used to generate the free image
I (h) using the pullback map h∗ :
h∗ : I → I (h) , where I (h) (X0 ) ≡ I(h(X0 )), ⇒ I (h) (h−1 (X0 )) ≡ I(X0 ), (7)

which requires interpolation of the function I from the points X0 to h(X0 ). The
CPS warps are defined by the initial and final positions Q0 = {q 0β ∈ Rn , β =
1, . . . , nk }, Q1 = {q 1β } of the set of knotpoints, which are first defined on the
reference image Ir as Qorig and then affinely warped, Q0 = g(Qorig ). The nonrigid CPS warp generated by these set of knots is denoted by f (·) = ω(Q0 , Q1 ),
with the action on points x ∈ Rn being:
nk
X
f (x) = x +
αβ Gm
(8)
n (x, q 0β ),
β=1

where the vector-valued coefficients {αβ } are found by solving the exact matchth order polyharing conditions for the knotpoints f (Q0 ) = Q and Gm
n is the m
monic clamped-plate Green’s functions defined in equation (6).
The similarity between two images I and I 0 is quantified by the evaluation
of some objective function Φ (I(X0 ), I 0 (X0 )). In the implementation presented
in this paper we use Mutual Information (MI), so that the similarity between
two images is [9]:
ΦHS (I, I 0 ) = HS (I) + HS (I 0 ) − HS (I, I 0 ),
(9)
P
where HS (I) = − i pi log pi is the Shannon entropy. Warps are selected to
minimise the difference
I and the ´reference image
Ir :
³ between
´ the free image
h ³
i
g 0 = arg min Φ Ir , I (g) , f = arg min Φ Ir , I (f ◦g) + λE[f ] ,
g

f

(10)

where λE[f ] is a regularisation term proportional to the energy of the warp. The
optimised final knotpoint
positions on the free image
h ³
´ I are then given
i by:
Q1 = arg min Φ Ir (X0 ), I (ω(Q0 ,Q)◦g) (X0 ) + λE[ω(Q0 , Q)] .
Q
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(11)

Data-Driven Knotpoint Selection

In our algorithm, knotpoints for the spline are chosen based on both the images.
Knotpoints are placed on the reference image and their positions on the free
image drive the optimisation. The algorithm is iterative, with knotpoints being
added to the spline during each iteration of the algorithm based on a comparison
of the reference image, which does not change, and the current appearance of the
free image. An initial set of knotpoints are chosen based on the affinely aligned
reference and free images, and an initial non-rigid registration is computed by
optimising over their positions on the free image. The reference image (which
remains unchanged) and the newly-warped free image are then used to choose
where the next set of knotpoints should be placed.
In this section we describe the methods of selecting knotpoints that we test
in this paper. We particularly focus on using the discrepancies in the objective
function to select the new knotpoint positions, since it is optimising the objective function that drives the registration. The form of this discrepancy function
depends on the objective function, and for particular choices of the objective
function, will correspond with some of the ‘joint image pair measures’ mentioned in [16]. A specific instance of our method, based on Mutual Information,
is described in section 3.1. Although some of the knotpoint positioning strategies may be similar to those used to select landmarks, it does not mean that this

method of pairwise non-rigid registration is related to landmark-based methods
of rigid or non-rigid registration (e.g., [14, 2]). Such landmark-based methods
rely on finding significant corresponding landmarks on all images, and the final
registration is only as good as this initial landmark correspondence.
Our method relies on selecting knotpoints on the reference image using information from both images. Knotpoints are not landmarks – they can be positioned anywhere in the image, and need not correspond with any structure. In
our method a poor initial choice of knotpoint is not a major problem – although
such an occurrence will delay convergence, it will be iteratively corrected.
3.1

Generating the Discrepancy Function from the Objective
Function

This section describes a discrepancy
function for the case where the objective
function is Mutual Information; a different choice of objective function (e.g.,
normalised Mutual Information) would
generate a different discrepancy function. The computation of the Mutual Information requires the computation of
the joint histogram of pixel intensities
in the two images [9]. We use this computation to estimate the distribution of
pixel intensities in the reference image
that correspond to pixels of a particular
intensity in the free image, and model
the distribution as a Gaussian. We can
then identify those pixels that are out- Fig. 3. Bottom: The reference and free
liers to this distribution, that is, the po- images. Top: The MI-based discrepancy
sitions on the reference image where the between the reference and affinely-aligned
probability of getting that particular pixel free images, showing knotpoints and excluintensity are low, given the free image. sion zones.
This identifies pixels on the reference
image that are currently mis-registered. One example of such a multi-modality
discrepancy image is shown in Fig. 31 . Once a knotpoint has been placed, we
then define a square exclusion zone around this point, to prevent each area of
misalignment being too densely covered with knotpoints. The size of this exclusion zone hence defines the scale of this particular step of the registration. As
will be shown later, the edges of structures larger than this scale (i.e., the skull)
will be precisely aligned (provided enough knotpoints are defined), whereas the
alignment of edges of smaller structures (e.g., the ventricles) will be only approximate until a finer scale of the registration is reached.
3.2 Comparing Methods of Knotpoint Selection
We compare several methods of choosing knotpoints:
Points on a Grid The FFDs described in section 1 require that the knotpoints
1

Simulated T1 and T2 slices from BrainWeb: http://www.bic.mni.mcgill.ca/
brainweb/. The free image has been rotated and artificially warped.

are defined on a grid. We compare this method for choosing the initial set of
knotpoints by laying a regular grid of knotpoints across the image.
Edges The Canny edge detector was used to highlight strong edges in the image.
A set of rays spaced at equal angles from the centre of the image was then
constructed. For each ray the strong edge that is furthest from the centre was
selected as a knotpoint. This tends to place evenly-spaced knotpoints around
the outer edge of an isolated object in the image, for example, around the skull
in images of a brain.
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Experiments

Our main data set consists of 12 pairs
of 2D T1-weighted MR images of axial brain slices. The 227 × 227 pixel
images were from 24 different normal
individuals, and the slices were chosen to show the anterior and posterior
parts of the lateral ventricles. We also
used images of coronal brain slices from
normal individuals. The first task is
to show that our algorithm does indeed converge in a reasonable time. Fig. 4. Exponential fits (dashed lines) to the
To evaluate this, we choose 16 ini- MI curves for 6 pairs of registrations.
tial knotpoints according to the MIdiscrepancy for each of the pair of axial slices. To optimise the objective function,
we adjust the final position of a single knotpoint at a time. We loop over the set
of knotpoints in a random order, and repeat several times. An example initial
registration is shown in Fig. 7. In Fig. 4 we show the variation of the Mutual
Information as a function of the number of objective function evaluations. For
the sake of clarity, we show only 6 of the 12 plots, chosen so that they show
the full span of the set. As can be seen from the figure, the optimisation converges within a few hundred function evaluations for all pairs of the set, and the
convergence of the Mutual Information is fitted extremely well by exponential
decay curves. We also compared these MI-based methods of knotpoint selection
against regular grids of knotpoints. In Fig. 5 we show the convergence of the
Mutual Information for two pairs of axial images, using 16 knotpoints selected
according to the MI discrepancy, as well as 100 knotpoints on a regular grid.
It can be seen that the grid of knotpoints converges much more slowly, with a
relatively small gain in the final value of the Mutual Information. In Fig. 6 we
show a quantitative comparison of discrepancy-based selection methods versus
edge-based skull points and small grids, for 6 of the 12 pairs of axial images.
It can be seen that the discrepancy-based selection method tends to give better final values of the Mutual Information, whilst no other method gives faster
convergence over all the examples.
4.1 Adding Additional Knotpoints
Once a set of initial knotpoints has been found and the final positions optimised,
the next step is to increase the resolution of the deformation field. This is done

Fig. 5. Convergence of MI for two pairs
of axial slices, using 16 knotpoints based
on MI discrepancy (solid lines) versus a
regular 10×10 grid of knotpoints (dashed
lines).

Fig. 6. Final MI against speed of convergence
for 6 registrations (6 shapes and colours of
plotted points). The dotted lines show the MI
discrepancy method of selecting knotpoints,
against which the other methods (16 skull
points, 10 skull points and a grid of 16 points)
were standardised.

by decreasing the size of the exclusion zones around the current knotpoints. The
discrepancy between the reference image and the current free image is then used
to select new, additional knotpoints, as in section 3. As regards optimisation,
it was found that a full optimisation was only required over final positions of
the new knotpoints; the final positions of the previous set of knotpoints required
only minimal re-optimisation. An example of the refinement of the registration
is shown in Fig. 8; note that the registration of the positions of the ventricles
has improved, without spoiling the previous good registration of the skulls.

5

Discussion and Conclusions

This paper has introduced a method of non-rigid registration that generates
a low-dimensional, data-driven representation of the deformation field using a
small number of knotpoints selected in an iterative data-driven way, and a novel
spline. We have demonstrated this iterative algorithm on pairwise registration of
2D T1-weighted MR images of axial and coronal slices of the human head, with
all 12 pairs of brains being registered successfully. The paper has shown that

Fig. 7. Example initial registration using 16 knotpoints selected using MI discrepancy of
a pair of axial slices and a pair of coronal slices. From the left, the reference, unwarped
free, and chequerboard registered images for the axial images, and the chequerboard affinely
registered and non-rigidly registered images for a pair of coronal images. Note the extremely
good registration of the skull and brain edges in both cases.

Fig. 8. Chequerboard images of registered pairs showing refinement of the registration.
Left 10 and (right) 16 knotpoints were used for the initial registrations, and 10 knotpoints
added for the next step. Note the improved alignment of parts of the ventricular structure.

selecting knotpoints using the discrepancy in the Mutual Information objective
function generates low-dimensional representations of the deformation fields that
converge with comparable speed to methods based on either a regular grid of
knotpoints or knotpoints placed on strong edges in the image.
The algorithm that we have described is an iterative one, with additional
knotpoints being added at each iteration in order to refine the registration.
We have shown two iterations of the algorithm, with 16 knotpoints in the first
iteration and 10 more added in the second iteration, producing reasonable registrations; more accurate registrations would be produced by further iterations.
These additional knotpoints are added in those places where the MI objective
function still shows discrepancies between the reference and free images. The registrations that we have shown in this paper have been 2D, as we have focussed
on demonstrating the effects of the new method. The spline basis is also given
for 3D in the paper. All the results shown in this paper were produced using a
MATLAB implementation of the algorithm, and one iteration of the algorithm
on a pair of images took approximately an hour on a 1.8GHz PC.
One of the motivations of our algorithm is groupwise registration, where a set
of images are aligned so that they have a common frame of reference. This facilitates the modelling of variations in structures between and within disease groups
and normals. However, useful analysis requires a common low-dimensional representation of the warps. Work to date has either used the densely-sampled deformation vectors directly [8], or employed a smooth, continuous representation
of them [15]. Our data-driven algorithm can be extended to generate a common
low-dimensional representation by choosing new knotpoints based on the errors
in the objective function taken over the entire group of images. This extension
to groupwise registration, and the analysis of the deformation fields produced,
is currently being investigated.
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