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Abstract
KAKachcha ... Is an unusual way to start a technical report, you could say
it’s novel. But what makes it novel and how can we tell? Can we write down
an efficient algorithm to identify novelties? We posit that deep learning has the
answers, and that’s where we start. After a survey of deep learning algorithms,
Generative Adversarial Networks (GANs) were selected as the best fit for novelty detection. While intuition lead us to believe that GANs were suited to novelty detection, our results tell a different story, and cast significant doubt on the
use of GANs for novelty detection.
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Chapter 1

Introduction
1.1

Novelty

Why was the start of the abstract unusual? Because it broke expectations (an anomaly)? Because it was unlikely given the past (an outlier)? Or because it was fundamentally different
to previous experience, new (a novelty)? As clear as that seems, there is significant overlap
between each of these definitions. For example, if we didn’t expect something (anomalous),
it probably had a low probability of occurring (outlier) and may even be something that is
fundamentally different to previous experience (novel).
Human intuition naturally detects novelties, “ask anyone what they would call a million
page book, one 2 meters in depth, enormous. ... They would call it ... Novel!”. This intuition is
built from experience, aided by yet unknown learning algorithms. However, we have built
new and powerful learning algorithms for computers which can rival human intuition in
accuracy [36]. So, how can we automate novelty detection such that it reflects our intuition?
Furthermore, in the event that we succeed in automating novelty detection, what would
it do? Well, it could search the night sky and spot aliens living out there[82], it could monitor
the experiments for new subatomic particles at the LHC[1], it could browse the internet and
alert us of SkyNet[64], ... each of these is events fundamentally different from previous
experience, and that is exactly why they are interesting and important.
What does novelty detection do in a more abstract sense? It acts as a guide for attention, picking out data with high information for further processing [70]. So whether to aid
scientists, politicians, astronomers, ... or even deep learning algorithms; effective novelty
detection can make learning more efficient by guiding attention to the events we can learn
(more) from.

1.2

Detection and learning

There are two similar and intuitive ways to construct novelty detection as a learning problem; as one-class classification (the probability of being novel) or two-class classification
(novel versus not) [57]. Given these classification problems, it would be convenient if we
could use existing classification algorithms. Interestingly, it isn’t that simple.
In our setting, the distribution of labelled data is vastly asymmetric. We have lots of
labeled ‘normal’ data (labelled by experience) and few, if any, labelled novelties. This means
we cannot build accurate models of novelty. Imagine you know everything about the Spanish
team. Player’s history, past goals, best positions, favourite foods, ... team strategies, ... but all you
know about the German team is that they may, or may not, be German. Who will win? ... To
make any kind of intelligent prediction, we have to assume something, anything, about the
1

German team. We are after a principled way to make the necessary assumptions, in light of
what we know about our data.
Traditional supervised classifiers/learners require example-label pairs to help them discriminate between different classes. To learn the difference between a cat and a dog, a supervised learner needs positive examples of each. These positive examples can then be used to
show the learner what it is supposed to be doing (for more information see A.1). However,
we do not have these positive examples of novelty and thus we cannot learn representations of novelties and this motivates our investigation of unsupervised learning methods
for novelty detection (see A.3).

1.3

Related work

Chandola et al. [14] give a survey of popular and existing techniques used for anomaly1 detection
up to 2009. This includes; SVMs, frequency based approcahes, neural networks, clustering,
nearest neighbours, decision trees, and more. Since then another review [57] covers much
of the same ground in the context of novelty detection.
However, all the work these two reviews cite in regards to neural networks (roughly
equivalent to deep learning) is pre AlexNet [45]. AlexNet sparked the current wildfire that
is deep learning and illuminated a few tricks to get neural networks really working.
Post AlexNet, there continues to be research on SVMs, kNNs, ... for novelty detection
[81][68]. Schneider et al. created a novelty detector using kernel based SVMs to achieve
impressive scalability results (linear time and constant memory) [68]. Other approaches
such as variational [71] and hierarchal [87] bayesian inference are also in the mix.
However, our focus is on deep learning techniques applied to novelty detection. Recent
work that is closest to ours (applying deep learning to novelty detection) was done by Wu
et al. [84]. They frame anomaly detection in terms of cognitive surprise. They use the
reconstruction error of a denoising autoencoder [80]to capture surprise and anomalies.
In the last couple of years, deep learning has proven itself within image processing [45],
natural language processing [51], reinforcement learning [69]. These successes are telling
us that deep learning is (currently) our best tool for learning patterns in data (see A.1 for
background on deep learning). We want to leverage this ability to learn a novelty detector.

1.4

Contribution(s)

• Some researchers [75] believe that Generative Adversarial Networks will be good at
novelty detection, our experiences and results cast significant doubt on this belief (see
3 and 5.2)
• Regardless of GANs ability to do novelty detection, they are proving to be good at
generation [59][17][46]. We explore the training of generative adversarial networks
framed as a dynamical system (see 3.3)
• Explore a connection between adversarial examples and unsupervised learning (see
5.1).
• Lastly, we call into the question the aims and definition of novelty detection. We conclude that novelty detection is not well-posed and suggest a move toward anomaly
detection (see 5.3)
1

It can be hard to separate research on anomalies from outliers from novelties. Researchers seem to use the
terms interchangeably. Thus, I have included interesting/related work regardless of what authors call it.
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Chapter 2

Design: Which approach should we
use?
We want an algorithm that uses deep learning to classify incoming data as novel, or not.
Out of the many deep learning architectures (algorithms), which one is best for novelty
detection? In this section we survey a series different architectures and test a couple of
hypotheses that combine novelty detection and deep learning.
To narrow the search1 , let’s consider a general solution to novelty detection: build a
model of what is normal, conditioned on past events and experience (similar to memory)
and then measure the difference between this model of normality and incoming samples.
Obviously, we need two things; a model of what is normal and a way to measure the distance between new datapoints and our model of ‘normal’. The tools from deep learning
allow us to learn parameterised mappings, which can act as a form of memory and to learn
features which can be used for measuring distance (see A.2).
An ideal algorithm would be learnable[78]. But more importantly, we want something
that will work in the real world. Thus we require;
• Efficient learning. O( N ) sample complexity[34], O( N ) computational complexity [4]
and O(k ) expressive complexity [79]
• Efficient prediction (requires O(k) to evaluate a new input)
(Where N is the size of the dataset, and k is the number of parameters in our network)

2.1

Naive nearest neighbours

k-Nearest neighbours2 is possibly the simplest algorithm that could solve this problem. The
model of what is normal is simply learned by remembering everything that has happened
(by saving each datapoint that we have seen). Then, given this ‘normal’ dataset, xi ∈ D
and a new datapoint yt (maybe a novelty) we can sum the distance between the k-nearest
neighbours of yt to measure of how far away this yt is from our dataset. If the distance is
greater than some threshold α then we classify yt as novel.
1 Here

we do not consider many popular and effective machine learning techniques such as support vector
machines, naive bayes, random forests, boosting, decision trees, ... We also restrict the domain to novelty detection in images, ruling out many deep learning architectures, including recurrent neural networks, recursive
nets, ...
2 This algorithm intuitively fits well with outliers, but it doesn’t seem so clear if it does novelty detection or
anomaly detection. It is possible that different/unlikely events can be predicted given the right knowledge and

3

h
c(yt ) = 1 α <

k

∑ d ( xi , y )

i

i =0

The main benefit to k-NN is the simplicity of the algorithm. It requires O( ND ) computations (write operations) to learn (memorise) N datapoints of dimension D. However,
querying nearest neighbours to determine novelty is expensive, O(( ND )2 ). Clearly, naive
nearest neighbours is not scalable to large inputs or large datasets. There are multiple tricks
that can be done to make this algorithm more efficient; dimensionality reduction, quad trees
[86], forgetting[85], and more.Regardless, the algorithm is not very smart. It never tries to
find patterns in the data, or to weed out useless datapoints.
We consider this algorithm simply to contrast it against the deep learning architectures.
If you are doing worse than k-nearest neighbours you should probably rethink your approach.

2.2

Baseless bayesian bets

Imagine that there are two manufacturers of dice, the Trustworthy Rollers (A) and the and Magic
Sixes (B). (A) produces fair dice (uniform distributions over [1-6]) while B produces loaded dice with
their distributions skewed toward rolling sixes more often than other numbers. If we roll a dice and
get a 6, which manufacturer produced the die?
We can formulate the problem above as wanting to find the Bayes Factor [10] between
two models, which is a ratio between how much each model thinks it could have produced
the latest datapoint x. The Bayes Factor is defined such that (A) would model the ‘normal’
data and (B) the novelties.
P( A | x, D )
P( x | A, D ) P( A | D )
=
P( B | x, D )
P( x | B, D ) P( B | D )
P( x | A)
=
·c
P( x | B)
R
P( x | θ A ) dθ A
= cR
P( x | θ B ) dθ B

(Bayes theorem)
(cancel and define)
(integrate over params)

P( A| D )

In this setting it is not clear what P( B| D) should be, especially if we start with no labelled
novelties, P( B | D ) is not well-defined, we know that P( B | D ) = P( B) as the data we
have, D, is only from/for the ‘normal’ set and we assume normal and novel events are
independent. So our choice of P( B) (the prior expectation of novelty) must be baseless, an
assumption. We define this probability as a constant p( B) = c.
It is also important to note that we need to calculate P( x | θ B ) which seems like an
impossible task. We are being asked to calculate the probability that some unknown model,
B, produced x. We simply have no clue as to what (B) is. This is because the mechanism that
generates novelties is hidden from us and each novelty tells us little/nothing about how
they are produced as they are assumed to be fundamentally different. Finally, the Bayes
Factors it is only tractable with Dirichlet distributions [22].
2 Again,

this formulation fits well with outliers, as a definition of outliers is the outlier is produced by some other
mechanism. However, it unclear whether the bayes factor applies to novelty (and/or anomalies).

4

2.3

Convolutional classification certainty

Is that an apple? ... Yes. How sure are you? ... 100%
Intuitively, novelty negatively correlates with classification certainty. We are certain
about our predictions because they are based on experience. The definition of novelty is
(roughly) that it hasn’t been experienced. We expect that, through training, a classifier will
become more certain about expected/normal events and remain uncertain about unseen
events.
We journey into the supervised learning domain with deep learning’s poster child, deep
convolutional neural networks, aka CNN or conv net (see A.2 for some background). A 12
layer convolutional neural network (the same architecture as [72]’s all conv net) was taught
all the digit-label3 pairs of MNIST excepts the fours. It learnt a mapping from inputs to
~y
outputs f : Rn → Rm . We then took the softmax of the CNNs outputs ~p = σ(y) = e y j :
∑j e

y ∈ Rm to get our network’s predictions. Finally, we measured our network’s (un)certainty
using the entropy of its predictive distribution ~p on labels K.

H(~q) = −

1 n
qi log|K| (qi )
n i∑
=0

C(~p) = 1 − H(~p)

(empirical entropy)
(certainty)

(a) A prediction of a digit that the net was(b) A certain prediction of new/novel data.
trained on. As expected the network has aUnexpectedly the network also has high cerhigh certainty and gets it right
tainty

Figure 2.1: An unexpected result. Our network classifies familiar and new inputs with high
certainty. The bar graphs show the probability distribution, as allocated by the network, over 10
classes, one for each digit.
Following the intuition given above, we expect that after training our net on digits we
would see lower prediction certainties for new, or novel, data. However, this isn’t the case,
as is clearly evident by 2.1. Our network wanted to pathologically categorise random noise
3 We are training the CNN in a supervised fashion, however, the labels we are using are of the digits class
(1,2,3...), not the label of novel or normal. This approach generalises to unsupervised where you can use
self/contextual-labels. Here we are more interested in the proof of concept that certainty correlates with novelty.

5

with high certainty. So instead of being more certain about only the data we want to learn,
the network has also become more certain about other inputs.
At the time we explained this as result of training with the softmax function. The softmax
function renormalises the outputs of our network into a probability distribution that sums
to one. You may also notice that there is no option for our network to learn from negative
examples, i.e. there is no null class [88]. Together these imply that the network does not
know what to do with these new samples as it has never received any guidance or targets,
so instead it forces the input into one of the existing classes.
However, the truth may be deeper and more interesting than initially appeared, we explore this further in 5.1.
∂y

Certainty can also be understood as a criteria of stability. We are certain if ∂x ≈ 0. Which
can be understood to say; certainty/stability means that given a small change in inputs
we continue to give the same prediction. Such a definition hints at other ways to measure
certainty. Using the principle of a finite difference we explore how to approximate stability
with perturbations to our networks and measuring their effect. For example you could;
calculate expectations under dropout (which approximates a gaussian process [23]), add
(gaussian) noise to input data[80] or regularise for stable gradients [62]. (The last two were
shown to be approximately equivalent [9] [2].)
Dropout is appealing as it is typically used as a regularisation technique that zeros (or
drops) random nodes in the neural network [73] (thus most neural network frameworks
generally have it built in). Dropout is thought to work as it prevents units from co-adapting
too much[73]. However, we use it here for a different purpose, to manipulate the stability to
trained predictions versus the instability of untrained predictions.
We tested out our certainty measure under dropout by taking the expectation over a
series of repeated predictions, where each prediction had an independent chance to drop
random nodes (inspired by work done in [23]). As we can see in 2.2, expectations under
dropout stopped the high certainty classification of noise while maintaining accurate predictions of the trained dataset (we return to this in 5.1).
So, with some sort of stability control, certainty may be used for novelty detection.

2.4

Reconstructing relevant representations

Hey, look at my painting! ... What the hell is that?? ... Oh, it’s a cat. ...It looks like a upsidedown
cake... Yea, I haven’t actually painted before.
Intuitively, the ability to reconstruct an input well implies implicit knowledge (or practice) about the input itself. We expect that a lack in implicit knowledge will correlate with
novelty. We think it is possible to quantify this lack of knowledge, and thus novelty, in an
autoencoder’s ability to reconstruct its inputs. (see A.3 for more information about autoencoders)
If we compress (aka learn in this case) our entire dataset of ‘normality’ into the parameters of an autoencoder then this gives us a model with some implicit knowledge of the
‘normal’ data. We expect that the autoencoder will accurately reconstruct normal inputs
while doing poorly at reconstructing novel inputs. We can measure reconstruction error
with the mean squared error between the input and the reconstruction.
We trained an autoencoder on all the digits in the MNIST dataset, except the fours, and
then compared the autoencoders ability to reconstruct trained images versus the held-out
fours. Following the intuition above, we expect that the autoencoder will reconstruct the
other digits (not fours) better that the fours, as the network has had practice.
6

(a) A prediction of a digit that the net was trained on.
As expected the network has a high certainty

(b) A prediction of new/novel data.

Figure 2.2: It worked! By adding noise to our predictions and taking the expectation we
have manipulated the instability of untrained datapoints to give us more sensible results.
The bar graphs show the probability distribution, as allocated by the network, over 10 classes/labels
of each digit.

Figure 2.3: This rather amusing and counter intuitive plot tells us that our network is better
at reconstruction fours than twos, even though it was trained on twos and has never seen a
four... (The y-axis is the count of datapoints/images and the x-axis is the mean reconstruction error of each datapoint/image)

7

Figure 2.4: In the four columns we have: a) trained digits as input to the autoencoder. b)
the reconstructions of those inputs. c) the held-out fours as input to the autoencoder. d) The
reconstructions of those fours.
Again, we were wrong as is clearly evident in 2.3 and 2.4. Initially we were totally
baffled by these results as this is a truly impressive feat of learning! The autoenocoder has
never seen a four, yet when asked to reconstruct one it can do it easily, in fact better than it
can reconstruct some other numbers that it has learnt. The obvious answer would be that I
accidentally trained the autoencoder on all the digits (including fours), but that wasn’t the
case. I double checked.
So we are left with having to (try to) explain this result. And after some thought, it becomes more obvious. Fours are similar enough to nines that the autoencoder can generalise
what it knows about nines (and possibly other similar digits) to the fours4 . See 5.1 for a
discussion of this result.

2.5

Self-supervised saliency

Recently, word2vec [51] proved that contextual (aka self-supervised) architectures can learn
useful high level features. Self-supervision is the general idea of using some part of your
data as the training signal. This allows us to bring the machinery of supervised learning
to unsupervised learning as we now have a well defined target. Autoencoders are a great
example of this elegant trick, they use the input as the target (see A.3).
Contextual learning extends this idea to subdomains of inputs. At a high level, contextual learning is achieved by splitting a single datapoint into small local pieces [31] (x →
{(c1 , s1 ), ...(ci , si ), ..., (cn , sn )} : x ∈ D ) that are related by context, for example a word and its
neighbours in a sentence, neighbouring pixels or patches in an image or preceding events
in temporal data. We can take these pairs and attempt to predict the context c given the
element s or vice versa. This means that we can learn localised structure within a single
datapoint, e.g. an image. Can we use similar techniques to learn models for normal or novel
4 This

was a simple (2 layer) autoencoder, which means that we are encouraging simple (and thus general)
solutions.

8

datapoints?
We want to maximise the probability of predicting the context c given an element s for
each datapoint x in our dataset D . This gives us an optimisation problem as follows;
θ ∗ = argmax
θ

∏ ∏

pθ (c | s)

x ∈D (c,s)∈ x

These contextual techniques are nice because they could give us localised estimates of
novelty. They also capture another sense of novelty: novelty that depends on context. “Imagine, for example, the sudden unveiling of a large doeful elephant elegantly smuggled onto the stage
by a professional magician.” [15] The elephant is both novel and not, depending on what level
of perception and context you consider. The presence of the elephant, given the visual cues
and local visual context; big ears, a skinny tail, a long trunk, size of a small bus, grey wrinkly
skin, ... is not surprising or novel (however, it might be if these were different, e.g. a shiny
pink elephant). But at the higher level of perception and context, being; we are inside, I
don’t see how the elephant could have got there, I would have seen it... it is very surprising,
a new experience.
As nice as this wee story was, we still need some way to discriminate between anomalous and expected inputs. So in some senses, this approach hasn’t quite solved the problem.
It uses a form of reconstruction error, but in a more convoluted manner (literally). Recently
others have successfully applied this approach to images [55][30]. A plausible extension of
this contextual novelty approach could also be paired with semantic segmentation [58] to
allow the learning of context from higher level features rather than just at the pixel level.
For example, this image has a cup in it, predict what else you would expect to appear in the
context of a cup. If prediction doesn’t match the truth then you may be looking at something
novel. However, the idea was thought to require too much research and was left for future
work.

2.6

Actively anomalous adversaries

Lastly, novelty detection can be framed as a game between two players: one player generates
candidate images (fakes, forgeries, anomalies, novelties, ...) while the other discriminates
between the generated images and the real ones (giving preal and p f ake ). This gives us a
minimax game, where one player’s loss is the other’s gain, and a potential way to learn
a novelty detector (the discriminator in this framework). If we let Greal and G f ake be data
generating distributions, such that we can sample images for them. Let x be a sample for
a generating distribution and y the associated label, and D ( x, y) = pnovel (y | x ) be some
discriminator, then we get:
min max V ( D, G f ake ) = Ex∼Greal logD ( x, 1) + Ex∼G f ake log Dnovel ( x, 0)
G f ake

D

A problem with this framework, as with some of our other approaches, is that we need
some model of the novelties. However, under this formulation, it seems a little clearer how
we can do this;
• we could use random noise sampled from some user defined distribution, such as a
Gaussian. This can be considered a (static) generative model of novelty5 .
5 Note

that using a static random generator is similar in nature but not equivalent to noise contrastive estimation. See A.4 for more information on this algorithm. [26]
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• we “could choose a noise distribution by first estimating a preliminary model of the data, and
then use this preliminary model as the noise distribution.” [32]
• we could use a parameterised model to learn the generating distribution of fakes.
Rather elegantly, the latter gives us a generative adversarial network [27]. Generative
adversarial networks (GANs) are a recent innovation that known for their ability to generate
perceptually plausible outputs. They have been applied to images, audio, text [59][17][46]
with success. A intuitive explanation of what is occurring is given in Goodfellow et al. 2014.
“The generative model can be thought of as analogous to a team of counterfeiters, trying to produce
fake currency and use it without detection, while the discriminative model is analogous to the police,
trying to detect the counterfeit currency. Competition in this game drives both teams to improve their
methods until the counterfeits are indistinguishable from the genuine articles.” [27]

Figure 2.5: We either draw samples from some noise distribution (then pass it through the
generator to create an image) or sample an image from our dataset. The discriminator then
predicts whether the sampled image is real or fake (or, novel or not).
If we let the discriminator Dθ : Rn → [0, 1], and the generator Gφ : Rm → Rn be
parameterised models then we can rewrite the minimax game between these two ’players’
as follows (see 2.5).
min max V ( Dθ , Gφ ) = Ex∼ pdata [logDθ ( x )] + Ez∼ pz [log(1 − Dθ ( Gφ (z)))]
Gφ

Dθ

Furthermore, if we let the parameterised models be neural networks, then we can convert our minimax game into loss functions for the two neural networks. Thus we get the
following equations for loss. We can then minimise the loss functions by following their
gradients downhill (for more details on adversarial learning see A.4).

L Forger = −log(1 − Dθ ( Gφ (z))) − log( Dθ ( x ))
LCurator = −log( Dθ ( Gφ (z)))
∂L Forger
∆Gen = ηG
∂θGen
∂LCurator
∆ Dis = ηD
∂θ Dis
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(-log p(1-fake) -log p(real))
(-log p(fake))

Thus we learn a generator that learn to make novelties, and other unusual and somehow
‘fake’ data, while the discriminator learns to pick real from fake.
So, after surveying some different deep learning approaches to novelty detection the
GAN appears most promising for a couple of reasons:
• Its ability to generate data means that we may be able to draw a tighter decision
boundary around our data (which we discuss in 5.1).
• The discriminator already does one class classification between ’normal’ and unusual/fake/novel datapoints. It is like we get the discriminator, aka a novelty detector,
for free.

11
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Chapter 3

Implementation: Generative
Adversarial Networks
Now, let’s use a GAN to do some novelty detection.
Our naive implementation of a GAN was not successful. Fortunately within deep learning there is a collection of (sometimes unusual) techniques to get networks learning and
under control. The most popular and successful being dropout [73], batch normalisation
[39], Adam [43], and better initialisations [52](see A.6 for details on tests done to motivate
architecture choices). However, these tricks were still not enough to get the GAN working
satisfactorily.
Note: When optimising our GAN we are trying to find the nash equilibrium (or some
correlated equilibrium with low combined loss) of a two ’player’ non-convex game. This is
formally hard because we are not only trying to find the nash equilibrium of two players
(which is PPAD [16]) but also their global minima (which is NP [11] ).

3.1

Problems

We encountered a few significant problems while trying to detect novelties with GANs.
Firstly, we found that the GAN would tend to explode (give NaN errors) unless we
limited the range of the gradients. The typical approach to this problem is to use gradient
clipping [56] which limits the magnitude of the gradients to be within some user specified
range. However, this did not entirely solve our problem as the discriminator would get
so good (and/or the generator so poor) that the discriminator would occasionally assign
zero probability to the likelihood of a generated sample being from the dataset, and thus
log(0) = NaN and log(1 − 1) = NaN. So we augmented our probabilities using p0 ( x ) =
(1 − e) p( x ) + e to ensure they were in the range [e, 1 − e].
Secondly, the generator collapses into a pathological state where it produces the same
ouput across the entire batch and subsequent iterations. Recently [65] list some particularly
unusual techniques to stop some pathologies unique to GANs. They note that ”when collapse
to a single mode is imminent, the gradient of the discriminator may point in similar directions for
many similar points. Because the discriminator processes each example independently, there is no
coordination between its gradients, and thus no mechanism to tell the outputs of the generator to
become more dissimilar to each other. Instead, all outputs race toward a single point that the discriminator currently believes is highly realistic. After collapse has occurred, the discriminator learns that
this single point comes from the generator, but gradient descent is unable to separate the identical
outputs. The gradients of the discriminator then push the single point produced by the generator
13

around space forever, and the algorithm cannot converge to a distribution with the correct amount of
entropy.”

Figure 3.1: An example of the collapse pathology. The variance (y-axis) of the generated
images in a batch collapses to zero as the GAN is trying to learn (iterations are on x-axis).
Typically this means it has just started producing the same image regardless of input, which
implies that the biases are doing all the work.
Thirdly, the GAN is too unstable. When trying to control our GAN it is useful to think
about what our true goal is. Although our model has two loss functions1 , we are really optimising one loss function: our ability to recognise novelties. However, the problem lies in
formulating this as a tractable loss function. GANs allow us to solve this problem by minimising a set of pseudo-loss functions, which together minimise our unknown loss function.
The result of many players/loss functions is that the system is remarkably unstable.
These coupled losses can be interpreted as a dynamical system (which we explore in 3.3). An
increase in the generators ability to fool the discriminator should lead to the discriminator
then learning to catch the newly improved forgeries, and so the cycle goes. In effect, both
the generator and discriminator are trying to learn moving targets, and that is hard.

(a) Generative loss

(b) Discriminative loss

Figure 3.2: As we can see, training of our GANs is remarkably unstable. y-axis is the average loss over a batch and x-axis is training iterations. Three separate models/episodes
are shown, and while each learnt to generate perceptually plausible images the training is
inherently unstable.
Lastly, depending on how you train the GAN, it may converge to a fixed point. Convergence is generally considered a good thing, and within the ‘generating’ community this
fixed point is ideal. However, in our setting this fixed point is at a discriminator accuracy of
50% (see 3.3).
Goodfellow et al. give a proof that the optimal generator p∗dis = 0.5 (see theorem 1.)[27].
This requires an assumption that for every update of the generator, the discriminator is
1 This

is an interesting current area of research (how to optimise multiple agents/loss functions) and remains
an open problem.
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optimal. We explore alternative training schemes to allow us to break out of the fixed point
and analyse a simple case in the hope of finding answers.

(a) Data set training accuracy

(b) Novel data training accuracy

Figure 3.3: An example of convergence. The problem is that the discriminator has converged
to 50% accuracy. y-axis is the accuracy ∈ [0, 1] and the x-axis is the number of training steps

3.2

Adversarial autoencoder

Better initialisation of a model’s parameters can improve performance and aid optimisation
[74] [24] [67]. However, after non-rigorous testing of these initialisations, we tried a more
recent idea which is specific to GANs, the adversarial autoencoder [48] [12] [89] 2 . We
used an autoencoder to learn a good set of features and then initialised the generator in our
GAN with these features. This idea can be taken further and we can continue to train the
autoencoder as the GAN learns (see 3.4 for more information on the architecture).

Figure 3.4: Now we have three possible flows of data: Sample from the dataset and push it
through the autoencoder. Sample from the dataset and push it through the discriminator.
Sample from a noise distribution and push it through the generator and then the discriminator.
This actually works quite well3 ! It solved the problem of collapse as the autoencoders
loss function requires varied output across a batch. Also, intuitively it makes sense, as we
would expect the features that the decoder learns to be useful for generating images.
2 All three papers are similar in that they combine an autoencoder with a GAN. However there are a couple
of ways this can be done. Our approach is most similar to Boesen et al.
3 This is not new information, simply a validation of existing knowledge.
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So this solved that problem of collapse, see A.6 for more details. Next.

3.3

Control

As we can see in 3.2, GANs are unstable. Maybe we can intelligently couple/link the loss
functions to help control this instability. The loss of the generator would/could effect the
learning rate of the discriminator, and vice versa. We could take the interpretation of a GAN
as a dynamical system further and apply dynamic control systems, or formulate our GAN
in a way that lets us solve for some desired fixed points.
∂L Forger
dLGen
= ηG
dt
∂θGen
dL Dis
∂L
= ηD Curator
dt
∂θ Dis
However, this raises a similar issues as in 2.2. We need to pick the probability that we
want the discriminator to converge to, or in other words we need to pick a prior probability
of novelties. Although, the above control schedules would break [27]’s proof of convergence, so it is not so clear what should be done.
ηG = αL Forger

(linearly proportional)

ηD = αLCurator
ηG = αL Forger ( a − bLCurator )

(Lotka-Volterra)

ηD = αLCurator (c − dL Forger )

We tested a few ideas, such as; linearly and exponentially proportional control, and fixed
point solutions to the Lotka-Volterra equations. The intuition behind proportional control
of the learning rate is that if the loss is large, then we want to learning rate to be large.
This means that the learning speed will increase (more) for whichever learner is currently
doing worse (has high loss). The intuition behind the Lotka-Volterra scheme is that we want
to keep each learner bounded relative to the other. If the discriminator is very accurate,
we want to generator to catch up and capitalise on the discriminators ability to teach it to
improve. As this occurs, the discriminators loss will go up and therefore it will start to learn
faster. Unfortunately, they made no notable improvements4 .

3.4

Linear GAN

The goal of this section is similar to what was achieved in Baldi et al. [5][6] analysis of linear
autoencoders. They showed that linear autoencoders learn principle component analysis
[83] and that all critical points are either saddles or global minima [42]. The global minima
occurs when the subset of eigenvectors with the largest eigenvalues is learnt, and the saddles
are all other combinations of the eigenvectors. So, we want to know: do linear GANs have
similar minima? Does a linear GAN also do PCA?
4 This

idea seems to have potential and should be pursued in future work.
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In the simple case of a linear GAN , we 5 derive that the discriminator has a fixed point
at (1 − 2pdis ) x gen = 0 (see A.5 for details and proof). This result hints at an explanation for
the convergence we saw in 3.3.

3.5

Discrimination

An important point to note while optimising the GANs performance is that they are designed for learning ’good’ generators [59] [60] [17] [18]. However in our case, we are only
interested in the generator so far as it allows us to learn a good discriminator. This is where
our work diverges from the mainstream. How can we adapt GANs to learn good discriminators?
Again we look to popular and successful techniques to help us. We tested the discriminator with dropout, as a convolutional neural network, and even as a residual network[35].
But due to the instability of training the GAN it is unclear if these make much difference. We
would need to do a large set of hyperparameter searches to say anything definite. Regardless, we think the instability needs to be solved first (see A.6 for more details on experiments
done).

5 Goodfellow

et al. also derive something similar from a probabilistic point of view - see 3.1
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Chapter 4

Evaluation: Not so obvious
Part of the reason novelty detection is a challenge is that there is no good metric. If there were, we
could just minimize it...

4.1

Noisy labels and supervised evaluation

How do we know if our implementation of novelty detection is any good? Let’s test our
detector on known (labelled) novelties. If it classifies the novelties and ‘normal’ inputs correctly (while having few, preferably no, false positives) then we have a working algorithm.
However, the asymmetry of our dataset causes problems here. Our small set of labelled
novelties will almost certainly lead to a large bias in test accuracies. This bias comes from
the fact that our class of potential novelties is large, far larger than we could ever describe
with a few examples. For example, there are a million and one ways the night sky could
look different, and each could be novel. How representative is Hanny’s Voorwerp of other
potential novelties? It isn’t.
Noisy labels further condemn supervised evaluation. In general (supervised learning),
noisy labels in test (or training) data is not a large case for concern, assuming the noise
is unbiased and the labelled dataset is sufficiently large. The effects will just average out.
Again, recall that the setting of novelty detection is one where we the label distribution
is asymmetric, in particular we have very few, if any, labeled examples of novelties. So
how can we trust a couple of examples to be representative of the infinitely variable class
of novelties? It is easy to imagine a scenario where we evaluate our algorithm using a
supervised method and get 100% accuracy. However, the algorithms could have/would
have massively overfit the the couple of novelties in our test set. And if the labels have
noise we could get high test accuracy, while never classifying a novelty correctly (because
of the small number of labels).
Lastly, the reason this isn’t an issue in general is that we can assume that our test class
is consistent. That successive label-data pairs are drawn from the same distribution, that
there are patterns in the labels. However, we can make no such assumptions in novelty. In
fact we are almost guaranteed that each novelty will be vastly different (otherwise there is
something going wrong).

4.2

Sensitivity to false positives

Another issue with the evaluation of novelty detectors is that false-positives and falsenegatives are weighted differently. False positives are a minor inconvinence but false negatives are really bad. For example, it is easy to check if aliens are invading. And if our novelty
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detector tells us this three times a year (false-positive) we would not be particularly worried
about having to do some extra processing. However, on the off chance aliens are actually
invading, we really want to know, now!
The challenge of any novelty detector will be to reduce its false positive rate. Any detector can detect novelties, just label everything as novel, 100% accuracy, easy. The goal is to be
efficient. This implies that a good metric would punish false negatives more harshly than
false positives. We are unaware of any work that poses or addresses this problem but leave
it as open.

4.3

In practice

Recently there has been serious thought about how to evaluate outlier detection [13]. The
authors survey a series of different metrics and test and discuss their effectiveness. However, the work done was exclusively on outlier detection and they focused on nearest neighbour algorithms. The point to be taken away from this paper is; although some metrics do
empirically better than others, it remains unclear in theory as to metric should be used.
Others have used a range of metrics including, the most popular and sensible being ROC
[19], ROC AUC, Precision @ t [40]. In regards to labelled novelties, [81] use held out data as
their novelties,[71] create their own novelties by perturbing their original dataset and [84]
generate all their data.
We chose to use a simple heldout data scheme, similar to [81]. We defined normal data
to be what the detector has seen (which seems reasonable as we are effectively asserting that
the past is normal). Then we hold out a digit/class and assert that it is novel (again, this is
reasonable as novel equals new). However, while this is common practice [47][48] [3] recent
papers ([77] and [38]) have discovered issues with this method. For example [48] notes that
the metrics currently available for evaluating the likelihood of generative models such as GANs are
deeply flawed.
How to evaluate generative and unsupervised models is still an active area of research,
so we continue with our imperfect metric, the hold-out scheme. Thus our evaluation is
relatively similar to supervised evaluation. We have some labels (held-out and not) and
some predictions (novel and not) and we can simply find the accuracy of our algorithm by
simply averaging over the predictions.
p( x ) = D ( x )
A Data =
A Novel =

1
N

1
N

(the discriminator estimates p(x))

N

i
)
∑ p(xreal

(accuracy of data predictions)

i

N

i
)
∑ p(xnovel

(accuracy of novelty predictions)

i

However, due to the instability of our GAN (see 3) we never had the opportunity to
properly evaluate the quality of our novelty detector, as we never had a novelty detector.
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Chapter 5

Discussion
Here we try to analyse why our approaches have failed. Is there some underlying problem
that has caused our failure in each domain? Are GANs truly a good choice for novelty
detection? And is novelty detection even the right way to frame the problem?

5.1

Generalisation

There has been a recurring problem throughout this project. Either the learning algorithms
over-generalise and classify our novelties (fours) as normal, or they simply don’t learn anything useful, they under-generalise. Over-generalising can be thought of as finding patterns where there are none, or where we don’t want our algorithms to. Conversely, undergeneralising occurs when we don’t find patterns. Examples of over-generalising can be
seen in our experiments with certainty and reconstruction. Our CNN over-generalised
and started classifying random noise with high certainty (see 2.3). Our autoencoders overgeneralised and could reconstruct fours even though it had never seen one (see 2.4). And
under-generalising can be seen in the lack of our discriminator’s ability (within the GAN)
to learn anything useful (see 3).
We want our network to generalise just the right amount, enough to find patterns within
the data, but not soo much that it generalises to ‘new things’. How is it possible to know
where to draw the line? This is a question that is framed well in terms of manifold learning.
Manifold learning makes the assumption that data lies on some lower dimensional dimensional manifold in the high dimensional dataspace. This is just saying that we believe
that the data we observe can be explained by fewer hidden variables. Thus learning becomes
the task of unfolding, untangling, and generally transforming the manifold into some nice
simple surface (aka a lower dimensional space). We can then draw, say, a linear boundary
through the classes and we have classified the data.
Generally, supervised learning avoids answering this question (where to draw the line),
as all the data it sees is on the ’data’ manifold. It never has to consider what to do off
the manifold. It can use labelled data to help it figure out where to draw boundaries, and
where to generalise.This is why we see such unusual effects with adversarial examples (distinct from, but related to, adversarial training) as illustrated in 5.2. The supervised learner
doesn’t know what to do away from the data manifold, and can easily be manipulated to
give nonsensical predictions, also known as adversarial pertubations [76]. Some recent work
has started considering this problem for supervised learners [20]. Where learners are being
evaluated on their robustness these adversarial perturbations.
Adversarial examples are interesting because often we can find a perturbation soo small
that it is not perceptually noticeable, yet it can change the predicted class of an image1 .
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Figure 5.1: How can we know where to draw the decision boundary around our data? The
pale green decision boundary shows an example of over generalisation, where it has found
a pattern that doesn’t exist. And the yellow shows under generalisation, inability to find the
important/underlying patterns.

Figure 5.2: An example of an adversarial perturbation. The smallest perturbation to a datapoint, that will change its class. Colour coding: Decision boundary is in pale pink. The ’manifold’
is in pale blue, red crosses are the datapoints labelled as cats and blue crosses are the datapoints
labelled as dogs. Purple cross is the perturbed datapoint.

22

Adversarial examples are defined to be the smallest perturbation to a datapoint such that
the resulting image can significantly change the behaviour of our learner[76][54] [28]. For
example, let xi ∈ Rd be a given datapoint and let f : Rd → [0, 1] be a binary classifier, then
an adversarial example xi + ∆ adv can be found by;
∆ adv ( x; f ) = min k r k2 such that f ( x ) 6= f ( x + r )
r ∈Rd

There are a couple of methods for calculating this perturbation in practice, fast gradient
sign [76][28] and more recently DeepFool [53]. DeepFool calculates adversarial examples
f (x )
by following the gradient k∇ f (xi )k2 ∇ f ( xi ) downhill towards the closest decision boundary.
i

2

Thus it follows a short path that changes the predicted class.
ρ adv ( f ) = Eµ (∆ adv ( x; f ))

(robustness)

Adversarial examples can be used to train the network [53] to increase robustness [20],
which also increases generalisation accuracy. So the point is that supervised methods are
poor at figuring out where to draw the discussion boundary when it is off the data manifold, but adversarial examples can help.
Similarly, traditional unsupervised learning does not satisfactorily give clues about to
where to draw our boundaries. However, we did get a brief glimpse that training for stability may help (see 2.3). Maybe there is a way for unsupervised learning to combine adversarial examples and stability to inform the position of decision boundaries.
For example, Alain et al. use the stability of the manifold to help unsupervised learners
to draw their decision boundaries [2] (see 5.3). They find that random perturbations to
inputs drawn from a gaussian distribution (a denoising autoencoder) is equivalent (up to a
second order taylor expansion term) is equivalent to regularisation by the magnitude of the
jacobian (contractive autoencoder).
x̂ = N ( x; µ, σ)
h
i
L DAE = E l( x, D E( x̂ )
h
i
∂ f (x) 2
LCAE = E l( x, D E( x ) + λ k
kF
∂x

(additive noise)
(denoising AE)
(contractive AE)

The connection between these two lines of thought, pretubations and stability, is generalisation. Gu et al. [29] use stability regularisation to increase robustness and Fawzi et al.
[21] prove that the curvature of the decision boundary directly influences the robustness to
adversarial perturbations. It should be easy to see the connection between DeepFool’s calculation of adversarial examples and regularisation for stability. If we regularise gradients
∂y
∂x to be small then the DeepFool algorithm will find it harder to get to the nearest boundary
[7]. And likewise it should be easy to see the similarities between perturbation of adversarial or gaussian noise. 2
1 CoxLab

have made an interactive demo here
work should aim to find a connection between regularisation and adversarial examples, as this may
allow unsupervised equivalents of training by adversarial examples (which is quite beneficial).
2 Future
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Figure 5.3: Regularisation forces the auto-encoder to become less sensitive to the input, but minimising reconstruction error forces it to remain sensitive to variations along the manifold of high density.
Hence the representation and reconstruction end up capturing well variations on the manifold while
mostly ignoring variations orthogonal to it. [2]
This section has raised some interesting questions; it is necessary to have some sort of
adversary (or model of novelty in our case)? Or is it possible to learn good decision boundaries just given the data and training for some criteria of stability?

5.2

GANs: the best option?

The loss function minimised by the generator of the GAN can be interpreted as minimising
the JS divergence between preal and p f ake . This can be seen if you reformulate the minimax
game as C ( G ) = max D V ( G, D ) (see Theorem 1 in [27] for proof).
P+Q
1
P+Q
) + DKL ( Q k
)
(JS divergence)
2
2
2
P (i )
DKL ( P k Q) = ∑ P(i ) log
(KL divergence)
Q
(i )
i


preal + p f ake 
p f ake + preal 
C ( G ) = −log(4)+ DKL preal k
+ DKL p f ake k
2
2
JSD ( P k Q) = DKL ( P k

This means a GAN is fundamentally flawed for our purposes of learning a good discriminator 3 . The JSD prefers to fit to a subset of the data and ignore the rest. Thus the problem is
that training our generator with a JS like loss function does not give us any guarantees that
our generated images span the space of possible images. This means that our discriminator
has been trained to discriminate in only a small sub-domain of input space (see 5.4). [38]
Maybe minimizing a KL like divergence would be better as ”minimizing Kullback-Leibler
divergence (KLD) avoids assigning extremely small probability to any data point but assigns a lot of
probability mass to non-data regions.” [77] Thus, we (may) generate images from a wider class.
However, we still don’t have any guarantees. Using KL divergence would align with work
done in [71] who come at novelty detection a different way, but also arrive at using the KL
divergence.
An open problem is how to efficiently find the datapoints that help us learn. We need
to train on the entire domain, but that is not feasible. So we want to pick points close to
the data manifold. When framed like this, there is a clear connection to active learning [33]
3 This issue of generating from a subdomain is not as important when training a generative model. In that
domain we are more concerned with the perceptual quality of generated images. Although future research may
be interested.
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Figure 5.4: How can we efficiently set the decision boundary? Shown in green is a set of ideally placed novel examples that can be used to determine the decision boundary. However,
the examples our GAN produces (represented in purple) are likely to be clustered together
in a sub-domain of the input space, in this case, the top left.
which is allowed to pick which data points it queries. Thus it wants each choice to be the
most informative possible, aka the points close to the decision boundary.

5.3

How many times can the same event be novel?

The only thing we do know about novelties is that they are not like what we have previously seen,
which includes previous novelties...
Under our definition4 (novelty equals new) a novelty can only be a novelty once. This
seems relatively obvious, however it has some damning implications. Imagine that we use
novelty detector to determine whether people have brain cancer, it detects a tumour and
then learns. Now it will never detect another tumour, as tumours are no longer novel... 5
Novelty equals new actually means we are in the one-shot learning domain (this was not
apparent from the outset). Once we see a novelty, we need to adjust our model so that it no
longer classifies that input as novel. We need to learn from a single example6 .
One-shot learning is an open problem, although some researcher are making significant progress [66][61]. However, these approaches do not solve apply to novelty detection.
One-shot learning relies on patterns existing across each one-shot example. However in
our setting, novelties are defined as having no shared patterns between them. Subsequent
novelties are each fundamentally different and new.
Thus, novelty detection is the search for patterns in the patternless, the search for patterns in novelties, yet they are defined to be fundamentally different, patternless. This is
clearly incoherent. Thus we suggest that future research focuses on anomaly detection.

4 Which may be contentious. For example: A precise definition of novelty detection is hard to arrive at, nor is it
possible to suggest what an ”optimal” method of novelty detection would be. [49]
5 In this argument I assume learning is being done in an online setting. If you choose what data is in your
normal/expected dataset, and freeze it, would be possible to make a useful detector. However, I claim that the
detector you have learn is no longer a novelty detector, but rather a detector of whatever criteria you used to
choose your dataset. Choosing the dataset implies you have some idea of what you are looking for, aka not
novelties.
6 This fits with [50]’s definition as novelty being a non-stationary learning problem
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Figure 5.5: Order matters. The order of appearance may determine whether some datapoints are labelled as novel or not. For example, if #1 occurs first then it would/should be
labelled as a novelty. However, if it occurred last (after #2, #3, ...) then it seems less novel.
Also, if the electric blue cross occurred before #1, then #1 is no longer new/novel (an outlier
certainly, but not necessarily a novelty).
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5.4

Conclusion

We investigated novelties and how deep learning could be used to detect them. We chose
to investigate Generative Adversarial Networks and their application to novelty detection.
Our implementation was hindered by a few damning issues with GANs. In the discussion
we analysed this further and concluded that GANs are not a good choice for novelty detection.
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Appendix A

Appendix
A.1

Background on deep learning

Deep learning [25] is the paradigm of using composable parameterised functions (or learners) to build hierarchical representations data [8](representations are also known as features). In images, low-level features of images are similar in nature to the Gabor filters.
These features/filters can then be composed together in the deeper layers of the parameterised function to build higher-level features, such as curves, letters, and even faces.
In a supervised setting, these models can be trained by showing the learner an input
and the associated target. The learning occurs when the model makes a prediction, given
an input, and gets the answer wrong, where a target output is set as the right answer. This
difference in answer and target can be used to update each parameter in the model to give
(closer to) the correct answer next time.
A neural network (NN) is an example of a parameterised function, and is the most popular within deep learning (but the principle is more general). NNs are parameterised by
the connections (aka synapses or weights) between each node (aka neurons). We then stack
layers of neurons ontop of each other by connecting them together with weights (which are
represented as a matrix of connections). The outputs of the final layer of the network, or
its answers, are thus determined by how the neurons are connected together. It is these
connections that we can update so that our learners answers are closer to the targets.
Typically the learning objective is framed as a loss function, where the true goal is to
minimise the risk of the learner. The risk of a learner the expected value of its accuracy.
However, in general, we cannot calculate this so we must approximate it using the data we
have, the empirical risk.
Finally, learning is achieved in the NN by propagating gradients of the loss (with respect
to the outputs) backward [63] through the network, known as the back propagation algorithm. This algorithm is simply the recursive application of chain rule and is a special case
of automatic differentiation1 . The ultimate goal of this is to find a gradient of the loss with
respect to each parameter.

A.2

Background on convolutional neural networks

Weight tying is the fundamentally a way to share resources. We can structure our network
so that neurons (nodes) can share synapses (or weights). For example, node one and two
will use the same weighting to query the input data. We can do this sharing over vertical and
horizontal dimensions, or rotational permutations, or across time. 2 This sharing of weights
1 see

this blog post for a popular explanation of back prop
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can also be interpreted as a convolution of a neuron/node over some dimension of our data
(we are applying the same function - or sliding - our neuron across that dimension).
We can take a convolutional layer, one where nodes are repeated across spatial dimensions, and stack them ontop of each other, like before. This gives us a convolutional neural
network or CNN or conv net. The CNN shows it true power within supervised image classification. A network will have many layers of stacked convolutional layer, that each find
higher level features that are invariant to translation. Thus representations can then be used
to inform predictions. Predictions can be made by passing the image through the CNN to
get a high level representation of that image, then we can take a softmax of those representations that are present the given image. Some representations will vote for some labels, and
others, other labels.

y = f θ (x)
ey
p=
∑ ey
C = 1 + p · logb ( p)

A.3

(the CNN)
(softmax)
(certainty)

Background on unsupervised learning

Goal of unsupervised learning is to learn about the data distribution P( x ). While the goal of
generative models is to be able to sample from P( x ).
An auto-encoder is a rather elegant algorithm that tries to reconstruct its inputs, and
while doing so it learns a hidden representation that describes higher level features, or latent
variables. Auto-encoders have two parts to them, an encoder and a decoder. The encoder
is a function that maps from the inputs into a ‘code’ space (this space can represent the
variables that generated the image). E : Rn → Rm where n is greater than m. A decoder
is a function that maps from this code space back to the original input space, e.g. images.
(D : Rm → Rn ).

L = ∑ k xt − D ( E(xt )) k22
t

We can use neural networks to implement the encoder and decoder functions, ie. .Eφ , Dθ .
Where φ and θ represent the parameters of E and D respectively. These neural nets can now
be trained on the data we have, by iteratively updating their parameters to minimise the
reconstruction error3 , or loss, L.

Figure A.1: An autoencoder.
2 see
3 it

this blog post for a popular explanation of conv nets
may interest the reader to know that linear auto-encoders simply learn PCA [5] [6]
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However, autoencoders are not true generative models as they do not allow you to
sample from the data distribution P( x ). Currently unsupervised learning has been going
through a change of paradigm with the recent innovation of new generative models: GSNs
[3] GANs [27] GMMNs [47] [41]AdvAEs[48] VarAEs [44]. These models reframe sampling
from a distribution as gradient descent and thus they allow back propagation to train them.
We take attempt to take advantage of these recent developments.

A.4

Background on adversarial learning

Adversarial learning has deep roots in game theory. In game theory you have the choice of
framing learning as a two player game between the learner and a cooperative companion,
a neutral environment, and and adversarial actor. Typically, learning is considered in the
neutral setting, where incoming data is picked randomly, without regard for how the learner
will predict and update. However, in the much harder adversarial setting, we assume that
incoming data is picked so that the learner is likely to get answers wrong, and/or is unable
to learn.
The natural way to formulate this adversarial setting is as a minimax game. As illustrated in 2.6 the noise contrastive estimation and generative adversarial algorithms are both
derived from this adversarial setting within a minimax game. Below we outline the two
algorithms to highlight their similarity.
Algorithm 1 NCE
for num of training iters do
Sample minibatch of m noise samples {z(1), ..., z(m)} from noise prior p g (z).
3:
Sample minibatch of m examples { x (1), ..., x (m)} from data distribution pdata ( x )
4:
Update the discriminator by descending its stochastic gradient:
1:

2:

∇ Dis
5:

i
1 m h
− log( D ( xi )) − log(1 − D (zi )
∑
m i =1

end for
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Algorithm 2 GAN
for num of training iters do
for k steps do
3:
Sample minibatch of m noise samples {z(1), ..., z(m)} from noise prior p g (z).
4:
Sample minibatch of m examples { x (1), ..., x (m)} from data distribution pdata ( x )
5:
Update the discriminator by descending its stochastic gradient:
1:
2:

∇ Dis

i
1 m h
−
log
(
D
(
x
))
−
log
(
1
−
D
(
G
(
z
))
i
i
m i∑
=1

end for
Sample minibatch of m noise samples {z(1), ..., z(m)} from noise prior p g (z).
Update the generator by descending its stochastic gradient:

6:
7:
8:

∇Gen
9:

i
1 m h
−
log
(
D
(
G
(
z
))
i
m i∑
=1

end for

A.5

Analysis of a linear GAN

Supplementary material to 3.4. We formulate a linear GAN and calculate the critical points
of it by taking the gradients and back propagating them to the relevant parameters. We can
then attempt to solve them at a critical point.

Generator
G (z) = Bz

((mx1)=(mxc)(cx1))

∂G (z)
=z
∂B
Discriminative

(=(mxcxm) but can flatten as is diagonal)

θ = Ay
D (θy ) =

((1x1) = (1xn)(nx1))

1
1 + e−θ

LC = −ln( D (θ x )) − ln(1 − D (θ g ))
L F = −ln( D (θ g ))
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(Curator loss)
(Forger loss)

Gradients
∂G (z)
=z
∂B
∂D (θ )
= D (θ )(1 − D (θ ))
∂θ
∂θ
=y
∂A
∂ LC
−1
=
∂D (θ x )
D (θ x )
−1
∂ LC
=
∂D (θ g )
1 − D (θ g )
∂L F
=0
∂D (θ x )
∂L F
−1
=
∂D (θ g )
D (θ g )

Backprop
∂L
∂ LC
∂L F
=
+
∂A
∂A
∂A
 ∂L
∂L F  ∂D (θ x ) ∂θ x
C
=
+
∂D (θ x ) ∂D (θ x )
∂θ x
A
 −1

=
+ 0 D (θ x )(1 − D (θ x )) x
D (θ x )
= ( D ( θ x ) − 1) x
∂L
∂ LC
∂L F
=
+
∂B
∂B
∂B
 ∂L
∂L F  ∂D (θ g ) ∂θ g
C
=
+
∂D (θ g ) ∂D (θ g )
∂θ g
B
 −1

1
+
=
D (θ g )(1 − D (θ f )) g
D (θ g ) 1 − D (θ g )


= − D (θ g ) + (1 − D (θ g )) g

= (1 − 2D (θ g )) g
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(sum rule)
(chain rule)

Critical points
∂ LC
∂L F
+
= ( D ( θ x ) − 1) x = 0
∂A
∂A
∂ LC
∂L F
+
= (1 − 2D (θ g )) g = 0
∂B
∂B
0 = ( D ( θ x ) − 1) x
x
−x
=
1 + e− Ax
0 = (1 − 2D (θ g )) g
2g
= g−
1 + e− Ag

A.6

Selected tests and results

Figure A.2: The accuracy of the discriminator classifying novelties (y-axis) while being
trained (x-axis). Normally we expect this to be improving as training goes on, thus a convergence to 100% accuracy. Obviously the GAN is very unstable. Given this amount of
instability, we found it hard to do any meaningful evaluation...
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Figure A.3: Similarly, the accuracy of the discriminator at classifying data while while
trained.

Figure A.4: A rather disturbing set of plots indicating that our discriminators ability to correctly classify novelties and data is mutually exclusive.
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Figure A.5: A few other architectures we tested while investigating how to make a better
discriminator. These pictures are the generators attempts to make plausible images. The far
left and right pictures show to different architectures, a conv net based on [72] and a ResNet
based on [37]. The middle images are tests using a different subset of data to be held-out, so
in the middle-left image the eights were help-out, and similarly the fours were held-out in
the middle-right image.

Figure A.6: Another pathology we found. It is the opposite of collapse, where the variance
in a batch explodes. Most likely due to the parameters themselves being too large.
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Figure A.7: An example of some preliminary tests done using different architectures. Top
row is generated samples and the bottom row is reconstructed images. As per image, on the
left is an image generated from an autoencoder, the middle-left mess of noise is the GAN’s
attempt at generating an image, middle-right is our GAN plus AE and finally on the right is
a GAN initialised, but not trained with, an autoencoder.
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