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Abstract

Commercialisation or globalisation of large scale Grids
requires the provision of mechanisms to share the wide pool
of Grid brokered resources such as computers, software, li-
cences and peripherals amongst many users and organisa-
tions. Quickly and efficiently servicing resource requests is
critical to the efficiency of such Grid based utility comput-
ing and communication providers.

The CORA architecture is a market based resource reser-
vation system that utilises a trustworthy Vickrey auction to
make combinatorial allocations of resources. The primary
advantage of such a scheme is that a trusted auctioneer is
no longer necessary, and any system entity can safely host a
trustworthy auction. This approach results in more flexibil-
ity in the design of large economic systems, with the poten-
tial for wide distribution of load amongst many auctioneers.
In addition, only the winners of the auction and the prices
they pay are revealed while all other bid values are kept se-
cret. This paper also provides performance results for our
implementation, that identify the constraints within which a
practical trustworthy auction scheme can be implemented
in a Grid-style Economy.

1 Introduction

Efficient negotiation for and allocation of resources plays
an increasingly important role in the performance of large
scale computing systems. Commercialisation of Grid sys-
tems requires the provision of mechanisms to share a wide
pool of Grid brokered resources, such as computers, soft-
ware, and peripherals amongst many users and organisa-
tions. The Application Service Provider model [11, 7] is
one such Grid commercialisation model.

The Internet Virtual Organisation (iVO) [9], can be ex-
tended to utilise, on demand, resources leased dynamically
from Utility Computing Providers (UCP) [13]. A further
extension of the UCP model to include the leasing of com-
munication services, giving Utility Computing Communi-
cations Providers (UC2P). A UC?P infrastructure could be
heavily based on developments in Grid computing.

Unlike the traditional Grid model where fixed resources
are acquired in advance of execution, a UC?2P infrastructure
requires smaller, more dynamic negotiations that support
mobile devices and the provision of on demand services.
Auctions are touted as an efficient solution to the challenge
of distributed resource allocation in both economic [2, 4, 5]
and noneconomic [16] resource allocation systems. In the
CORA [3, 1] project, we are investigating an economic
management model based upon auctions for resource reser-
vation. Many of the lessons learnt in developing CORA are
applicable to the wider Grid community.

Central to user acceptance of a market based resource
reservation system such as CORA is belief in its security.
The security requirements for CORA go beyond the usual
need for confidentiality, availability, integrity and access
control by including a requirement for trustworthy auctions.
A trustworthy auction process is central to the proper alloca-
tion of resources. For example, what happens if the auction-
eer chooses the winner because the auctioneer’s integrity
has been subverted, or the auctioneer uses bids to collect
information for a competing bidder. The simplest but least
flexible approach is to simply trust nominated auctioneers,
but this restricts who can host an auction thereby limiting
the scalability of the system. Instead we have investigated
the application of algorithms for trustworthy auctions that
preserve privacy and to detect malfeasance.

This paper provides an overview of trust in electronic
auctions, an initial implementation of a trustworthy auction
scheme for CORA, and subsequent performance measure-
ments of the implementation.

2 Trust in Auctions

Until recently there was little recourse but to design auc-
tion based allocation systems with an auctioneer as a trusted
service. However, this approach tends to result in cen-
tralised designs and lacks openness, transparency and ver-
ifiability. Recently there have been significant research ef-
forts to determine if an auctioneer is acting in a trustworthy
manner or to even remove the need for the auctioneer to be
trusted at all. Essentially trust in an auction can be estab-
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lished in one of five ways:

Pre-existing trust (i.e., system components)
Reputation services (i.e., earnt trust)

Bid-encryption schemes (i.e., procedural trust)
Threshold schemes (i.e., distributed trust)

Threshold bid-encryption schemes (i.e. enforced trust)

wokwD =

Reputation services rate the performance of an auction-
eer based on reports from previous auctions [6]. Trust can
be delegated [12] to bootstrap new auctioneers into the sys-
tem. However, the problem of initial trust remains, as does
the problem of verification — how do participants verify the
auction process without revealing potentially sensitive val-
uation information? For example, zero knowledge proofs
can be used to allow the auctioneer to prove that it acted
correctly without revealing bid values [14].

Bid encryption schemes dispense with the need to ini-
tially trust an auctioneer, indeed, the issue of whether an
auctioneer is trustworthy is no longer relevant. Here, cryp-
tographic protocols are used that make it impossible (or ex-
cessively expensive) for an auctioneer to learn anything use-
ful from, or to manipulate the outcome of, an auction. For
example, Noar [17] proposed a general method for comput-
ing any auction protocol securely including combinatorial
auctions using a method known as garbled circuits. The
main criticism of schemes based upon garbled circuits is
that the circuits have be very complex and the circuit trans-
fer between the circuit constructor and auctioneer implies a
significant communication overhead.

Threshold schemes are based upon secret sharing [19].
These schemes allow trust to be placed in a set of auction-
eers rather than a single auctioneer. As long as a certain
number (a quorum) of auctioneers are not corrupt and exe-
cute the auction protocol correctly, a minority of malicious
auctioneers cannot subvert the protocol and manipulate the
auction. For example, the bids could be encrypted using
public key cryptography and require cooperation of mul-
tiple auctioneers to decrypt the bids so the winner can be
computed [10]. The requirement for cooperation of a min-
imum number of correct auctioneers prevents the auction
being manipulated, however it does not prevent auctioneers
learning bid values that are decrypted during execution of
the protocol.

Threshold bid-encryption schemes provide better pri-
vacy guarantees than just threshold trust schemes while
moderating overhead. The work in this paper is based on the
Secure Generalised Vickery Auction protocol (SGVA) [21].
The SGVA protocol uses homomorphic encryption to hide
bid values and distributed decryption to prevent a malicious
auctioneer revealing bids or manipulating the outcome of
the auction. We describe how we have used this protocol in
the next section.

3 Building a Trustworthy Auctioneer

We have implemented the Secure Generalised Vick-
ery Auction (SGVA) [21] threshold bid-encrypted protocol.
SGVA is a secure version of the Generalised Vickery Auc-
tion Protocol (GVA) [15]. SGVA hides each bidder’s eval-
uation values for different combinations of goods offered
by sale, while allowing calculation of the optimal alloca-
tion of goods and the prices. A homomorphic cryptographic
scheme is used to encrypt the bids while allowing their use
in winner determination and price computation. Distributed
decryption is used to prevent malicious auctioneers learn-
ing any bids [18]. This section provides a brief overview of
representation of bid values and the protocol itself.

3.1 Representation of Values

The SGVA protocol represents values as vectors com-
posed of elements encrypted using a homomorphic crypto-
graphic scheme, and defines operations that allow addition
and comparison without revealing the values themselves.
Each element in the vector is either the encryption of the
value one or a common public value chosen by the auction-
eers. The value encoded in the vector is equal to the number
of encrypted common public values. Note that each element
may represent a unit larger than 1. For example, an auction
with a vector of size 10 could have bids $1 to $10 or $10
to $100 using a $1 or $10 unit value respectively. A bid-
der’s weight collection is the set of all its vectors for each
possible combination of goods in the auction.

Addition of two vectors depends upon the use of a ho-
momorphic cryptographic scheme that allows addition of
encrypted values without needing to decrypt the values.
Our implementation uses the Elgamal public key encryp-
tion scheme [8] and allows two vectors to be added together
by componentwise multiplication of their vector elements.
Besides adding two vectors representing bid values we also
need to add constants. An efficient approach is to left shift
vector components as many times as the value of the con-
stant. Addition of a random constant is used to hide in-
dividual bid values while allowing auctioneers to calculate
the maximum bid value from the collection of bids.

Winner computation requires comparing bid values,
however comparison of two vectors cannot be done directly
because, due to randomizability, two vectors representing
the same value will contain different component values.
Therefore the SGVA protocol performs comparison as a
two-step process. First, all the values to be compared are
added together. Second, the result is decrypted one element
at a time from left to right until we find an element equal to
one. The position of this element (or properly the element
one to its left) is the greatest price from the collection of
vectors. This reveals the maximum value without revealing
individual values.
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As described above, auctioneers must be able to decrypt
elements. However, this capability must be controlled to
prevent a malicious auctioneer simply decrypting a bidder’s
bid values and leaking them. This is achieved through the
use of a distributed decryption protocol that ensures that
multiple key shares are required to decrypt a vector element.
By splitting the key shares amongst a group of auctioneers
we ensure that a single malicious auctioneer cannot act in-
dependently.

3.2 The Protocol

The SGVA protocol has been designed to ensure that
only the result of auction is made public while bids are kept
secret even in the presence of a malicious auctioneer. There
are three phases to the protocol: preparation where the pa-
rameters of the auction are initialised; bidding where en-
crypted bids are generated and combined together; and, bid
opening where the winner is determined.

In the preparation phase, the auctioneers calculate all
possible combinations of goods, generates the public and
private keys for the chosen encryption scheme and pub-
lishes the range of possible evaluation values. Finally, the
auctioneers distribute encrypted vectors representing a bid
of zero for each combination of goods to each bidder.

In the bidding phase, bidders generate their encrypted
bids using the vectors distributed to them by the auction-
eers. Each bidder creates a weight collection by assigning
an evaluation value to each possible combination of goods.
In this context, the evaluation value can be thought of as the
maximum price they are willing to pay. At the end of this
phase, the weight collections are received by the auction-
eers and combined by the auctioneers into a directed graph
representing the auction. Each node of the graph represents
a possible combination of goods and the arcs between the
nodes have weights representing the combined evaluation
values assigned by bidders.

The final phase is bid opening. In SGVA the winner(s)
are determined by finding the longest path through the di-
rected graph. Every possible path needs to be evaluated and
this requires adding and comparing the weights on the arcs
of the graph. As described in the previous section, the addi-
tion can be performed without revealing information about
the individual bids but comparison requires partial decryp-
tion. The use of distributed decryption prevents a minority
of malicious auctioneers being able to perform arbitrary de-
cryptions. Furthermore, to increase bid privacy by obscur-
ing what is decrypted, the auctioneers cooperate in adding
arandom constant to the weights before computation of the
longest path takes place. This masks the weights without
interfering with comparison or other operations upon the
bids. Note that this addition is performed in a distributed
manner to prevent an individual auctioneer discovering the
complete random value.

4 Evaluation

In this section, we explore the performance of the SGVA
algorithm with respect to the cryptographic costs of bid gen-
eration and vector manipulation. In particular, we set out to
determine the sensitivity of the algorithm to the four main
variables: the number of bidders, the encryption key size,
the number of items, and the permitted bid range. The selec-
tion of these values has an impact on the tractability of the
SGVA algorithm. A secondary goal of these experiments
was to determine where we need to eliminate bottlenecks
from the algorithm and the implementation.

Each of the performance results (environment: 128MB
JVM, Java 1.5, 3GHz Pentium 4 with a 1Gbit Ethernet) in
sections 4.1- 4.4 involve changing a single variable. Other
than the variable under test, the parameters selected for the
performance measurements were: ten bidders, three items,
64bit key size, 10bit vector size and a single auctioneer.

4.1 The Number of Bidders

The number of bidders in an auction is one variable that
is outside the control of the auctioneer. However, it is worth
noting that as a minimum, a Vickrey auction needs at least
four bidders to provide an optimal allocation[20].

3000 -
2500 -
2000 -
1500 -

1000

a
o
o

Winner Determination Time (ms)

0 1000 2000 3000 4000 5000 6000 7000
Number of Bidders

Figure 1. Number of bidders has a linear ef-
fect on winner determination time.

As shown in figure 1, as the number of bidders increases
the winner determination time experiences a linear growth.
By adding one bidder, the time taken to combine the bids
and find the winner increases by one iteration per bidder
added. In practice, this linear growth ends abruptly when
the auctioneer runs out of heap memory (at approximately
6000 bidders for a 128MB JVM). This is due to the stor-
age requirements of the weight vectors, a tradeoff of space
against granularity. In figure 1 the spikes correspond to
garbage collection events.
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4.2 The Encryption Key Size

The size of the key determines how secure the auction is,
however we cannot simply increase the key without limit.
Each increase in the key size also increases the winner de-
termination time, the time required to compute the graph
representing the auction, and the time required to combine
the bids.
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Figure 2. The effect of increasing key size on
bid creation time

As figure 2 shows, increasing the key size increases the
time taken for a bidder to generate its bid. Encryption keys
of 96 bits are currently considered acceptable for general
system security, while for our purposes we can use much
shorter keys as the bid data is of limited duration. Each
bidder makes its own bid collection, so each bidder experi-
ences roughly the same computational cost to make a bid.
We also measured the effect of increasing the key size on the
time taken for the auctioneer to perform its winner compu-
tation. The result is similar to that in figure 2, in particular
numBidders x y. This indicates that dominant cost in this
part of the protocol is the handling of the encryption keys
during the merge, comparison and evaluation of the bids.

4.3 Weight Collection

Increasing the size of weight collections allows for finer
grained bids to be made. With weight collections the value
of each unit varies between auctions. An auction with a
weight collection of size 10 could have bids $1 to $10 or
$10 to $100 using a $1 or $10 unit value respectively. As
described in section 4.1 increasing the size of the weight
collections increases the storage requirements in the auc-
tioneer, but otherwise has a benign impact on the winner
determination time. An increment in the size of the weight
collection increments the total amount of data required to
be stored by each bidder by 2 x Key size, and then on the
auctioneer that total is multiplied by the number of bidders.
Increasing the size of the weight collection is a linear cost to
the bidder. For the auctioneer, the cost is also linear (shown

in Figure 3), as the winner determination algorithm only has
a single iteration added to all of the bid comparisons.
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Figure 3. The effect of increasing weight col-
lection size on winner determination time

4.4 Combinations of Goods

The number of available goods for sale in a combinato-
rial auction is the major performance bottleneck. An auc-
tion with two items means there are three possible combina-
tions that need to be computed and evaluated, adding a third
item increases the number of combinations to seven. This
growth of combinations is f, = 2™ — 1, and solving such a
combinatorial problems is always NP-hard. We have imple-
mented the pure solution to the GVA, without any of the ap-
proximations such as bundling. As Figure 4 illustrates, the
algorithm is exponential in computation time. The signifi-
cance of this result is that we can compute the combinatorial
allocation of up to five goods within a reasonable time (1.3
seconds for 4 goods or 7.3 seconds for 5 goods). This gives
us a working baseline on which to apply approximations to
the CAP, that we will incorporate into future iterations of
our system.
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Figure 4. The effect of increasing the number
of resources on winner determination time
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5 Conclusions

We have extended the CORA resource reservation archi-
tecture via the inclusion of the Secure Vickrey Auction pro-
tocol. The use of SGVA ensures that only the winners of
the auction and the prices they pay are revealed while all
other bid values are kept secret. The major implication of
this change to CORA is that the auctioneer no longer needs
to be a single privileged system component, but rather an
adhoc group of auctioneers who do not need to be individu-
ally trusted. This approach provides the potential for a wide
distribution of load amongst many auctioneers.

Furthermore we have evaluated the implementation in a
practical setting to determine the sensitivity of its perfor-
mance with respect to initial parameters such as the number
of bidders, goods and cryptographic key length. This per-
formance evaluation has identified that cryptographic per-
formance is a significant bottleneck in bid generation and
winner determination. Future work will evaluate this with
respect to distributed decryption.

Our results have illustrated the problem of the combina-
torial explosion due to the number of goods, and reinforced
the need to utilise optimisation techniques in combinatorial
auctions. We have identified some of the constraints within
which a practical trustworthy auction scheme can be imple-
mented in a Grid-style Economy.
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